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Abstract:  

Innovation can be approached as a social dilemma. If innovators are rewarded for a 
successful innovation, sharing information about successes and failures during the 
innovation process will benefit the group, but not the individual innovator. Patents 
allow for innovators to share information about successes and also to collect some 
of the benefits. In this paper we report on a controlled experiment of an innovation 
task in which we test the effect of patents on the innovation process.   Furthermore, 
we used an agent-based model to test alternative explanations of the observations. 
We found that the patents adversely impact the ability to find good solutions by 
decreasing the likelihood of copying, which seems to lead to better local searching 
and the ability to find high scoring solutions.   Although optimal search strategies 
demonstrate that participants should search randomly and share information 
conditionally, comparing experimental results to agent-based strategies suggests 
that participants also use internal thresholds when making decisions about 
searching for new solutions and often share information even when uncooperative 
behavior is taking place.  The patent may lessen the use of signaling and conditional 
cooperation in favor of increased sharing behavior, but this did not produce 
commensurate changes and benefits from innovation searches.   

 

1. Introduction 

As our society becomes increasingly complex and interconnected, it is critical 
that we create better institutions, practices and infrastructure to advance our 
collective ability to innovate and promote improved solutions (Clark et al., 2016).   
Improving this will require that we understand how rules effect the types of 
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strategies and decisions involved in combinatorial searching, testing, sharing, 
refining and distributing of innovative ideas, artifacts, and facilities (Hess and 
Ostrom, 2003; Kauffman et al., 2000).   

The act of innovation is a social dilemma since individual efforts by the 
innovator are beneficial to a larger group. The justification for patent and trade 
secret laws is that they allow innovators to avoid freeriding (Nard, 2010). This 
solution is in line with a common approach to solve collective action problems, 
namely by defining property rights (Hardin, 1968; Ostrom, 2000). However, Ostrom 
(1990) demonstrated that long-lasting solutions are possible without private 
property rights nor external governmental regulations. Similarly, there has been 
longstanding controversy regarding the benefits and appropriateness of these 
property solutions (Bessen, 2004; Boldrin and Levine, 2008; Gallini and Scotchmer, 
2002; Heller and Eisenberg, 1998). Furthermore, the proliferation of open source 
software and other knowledge commons has made it clear that an expanded 
understanding of the diversity of strategies used in innovation is both necessary and 
underdeveloped (Bessen and Nuvolari, 2011; Schweik and English, 2007; 
Strandburg, 2008; von Hippel, 2004).   

The useful knowledge that patent law supports is considered a public good 
(Hess & Ostrom, 2010). Innovation knowledge can refer to two types of useful 
information, embodied (tacit) and blueprint (explicit) information.  Embodied 
information is the knowledge that comes from gaining experience with a new 
technology or process and improving practices and related techniques (Madhavan 
and Grover, 1998).  This knowledge is difficult to transfer between people and as 
such is less responsive to enforceable property rights.   In this paper we focus on the 
second type of innovation information, which can more easily be ascribed into 
ownership, explicit or blueprint type information. This type can more easily be 
described and disseminated as a combinatorial formula and can therefore be copied 
and traded. 

In order to improve our understanding of innovation as a social dilemma a 
behavioral experiment was used to test the effect of using patents in an innovation 
task on the quality of the innovation. Furthermore, we used agent-based models to 
test alternative mechanisms that may explain the observed patterns from the 
experimental data (Poteete, et al., 2010, Janssen & Baggio, 2017).  This combination 
of methods enabled us to derive insight into the relative contribution of behavioral 
mechanisms in the innovation process.  

The rest of the article is organized as follows. First we describe how 
innovation is studied as a costly combinatorial search task and how this multi-agent 
problem intersects with research on reciprocity, secrecy and cooperation. We then 
describe the behavioral experiment and present the results.  From there we define 
several unique strategies and implement these strategies in an agent-based model in 
order to compare the well-defined strategies of the agents with the experimental 
results.  Finally, we discuss the implications of these findings.  
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2. The Innovation Environment 

The cumulative nature of learning can be conceptualized as a goal oriented 
search process (Simon, 1979).  Because innovators do not search in isolation there 
can be cumulative effects in which innovators’ choices to share and copy others can 
affect group level outcomes (Scotchmer, 2014).  Studying the dynamics of the search 
process therefore requires an understanding of 1) how agents within groups search 
(including when they copy others) and 2) when agents share information with 
others.  

In the search process actors can manipulate a string of components. Each 
string, made up of different combinations of components combined in a specific 
order, has a value. Innovations are new configurations of the string and can have 
different values, which is often described as an innovation’s ‘fitness’ (Gallini and 
Scotchmer, 2002; Kauffman and Levin, 1987; McNerney et al., 2011). The varying 
fitness levels of different combinations represent a ‘fitness landscape’ upon which 
innovations are selected.  The legitimacy of the use of a fitness landscape relies on 
commonalities between technological innovation and biological evolution, from 
which the concept of the fitness landscape is derived (Kauffman and Levin, 1987).  
Research focusing on searches of a fitness landscape has gravitated towards 
understanding when people engage in exploration (global search) vs. exploitation 
(localized search or benefiting from a selected innovation) (McNerney et al., 2011).  
Landscapes can vary from being described as being smooth, meaning it has a single 
optimum, to rugged, which means there are many internal interdependencies and 
many local optima from which local search is unlikely to result in a global optima 
(Kauffman and Levin, 1987).  

Both models and experiments have been used to explore different aspects of 
innovation as an exploration and exploitation process. A basic dilemma exists in 
which exploitation of a solution found early on can produce short turn gains but 
may also render an organization obsolete in the longer term (March, 1991). 
Organizations, firms and individuals attempt to solve this dilemma by employing 
strategies and heuristics to decide when and how they balance these activities 
(Suzuki, 2014).  

Models have been used to study how diversity in agent attributes and search 
heuristics (e.g. constraint satisfaction and internal satisfaction) affect the ability to 
search optimality under diverse conditions (Hong and Page 2004).  An increase in 
the number of agents searching with diverse heuristics was shown to improve the 
overall ability of a group to find global optima on a search landscape (Hong and 
Page, 2001; 2004).  However, more searchers is not necessarily better, as inter-
agent communication is costly, especially when agents have diverse knowledge 
bases and perspectives (Frigotto and Rossi, 2007).  Designing the structure of 
knowledge networks can offer solutions to some of the challenges of multi-agent 
exploration/exploitation search. Although it is a well known idea that transmission 
occurs most effectively in small world networks (Watts and Strogatz, 1998), several 
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models showed that when searching on rugged networks, inefficient network 
connections produce higher scoring group findings (Lazer and Friedman, 2007; 
Fang, Lee, and Schilling, 2010).   

Experiments allow researchers to confirm the reality of distinct models of 
human behavior by examining how searchers, in a defined search environment, 
impact the selection and success of search strategies. Experimental results by Mason 
et al. (2008) confirmed the inefficiency hypothesis; they found that a search on a 
smooth, single optima landscape was facilitated by complete information sharing, 
while a more rugged landscape was better searched with a small-world network.  
However, Mason and Watts (2012) found the opposite in an analogous experiment; 
that even for rugged landscapes well-connected networks participants found better 
solutions. This difference could be attributed to differences in the experimental 
environment as the two experiments differed in 1) the search task, 2) the 
information sharing networks, and 3) differing definitions of what qualifies as a 
complex search space.  However, other experimental research has observed that 
landscape complexity does not affect search behavior and focuses on a more 
generalizable pattern in which successful searches lead to more local searches, 
whereas unsuccessful search results foster global search (Billinger et al., 2014).   

2.1 Reciprocity and Secrecy 

In studies of agents searching on a fitness landscapes it is typically assumed 
that agents share information with those in their network. This sharing of 
information generally leads to the observation that when more agents explore the 
better fitness scores they will derive in their searches.   However, as discussed 
earlier, innovation institutions often rely on the ability to exclude others from their 
innovation either through patent protection or through trade secrecy (Nard, 2010). 
Wisdom and Goldstone (2010) demonstrated in a group search experiment that 
social learning, implemented as the condition to share information with the rest of 
the group, contributed to the ability of the group to find better solutions (Wisdom 
and Goldstone, 2010).  However, to the best of our knowledge, there have not been 
any experimental search tasks that have observed what strategies people choose 
regarding whether or not to share information.   

Searchers may share their search information with others even if it will not 
directly or immediately be beneficial to them. An instance of reciprocal altruism 
requires that an action is possible which does not directly or immediately provide 
benefits to the actor, but which the actor expects will be returned over time 
(Ostrom, 2003).  In a single round search agents will receive no benefits from 
sharing their findings with others.  A rational non-cooperative agent will therefore 
not share their findings with others, but a conditional cooperator, that has a 
normative view of sharing, may be inclined to share. While rational actor strategies 
are an important comparison, most public goods experiments find there are high 
levels of initial contributions (Chaudhuri, 2011).   
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Searchers do not only make decisions about sharing/hiding information.  
They also make decisions to copy others and how to search. Wisdom and Goldstone 
(2010) found in their group-search experiment that imitation actually benefited the 
whole group by providing a signal of benefit and increasing the average group score.  
It could therefore be considered an arbitrary assessment as to whether copying is 
considered a cooperative or non-cooperative behavior (Wisdom and Goldstone, 
2010). However, based on the assumption that an innovator may have to share their 
payout when copied, we will describe sharing information as a cooperative 
behavior, such that conditional cooperator actors will be defined as those who share 
unless a non-cooperative behavior is witnessed.  
 
2.2 Institutional Impact on Cooperation: 
 

New institutions can impact existing normative strategies that are based on 
trust and reciprocity.  Studies have shown that rules can replace existing normative 
mechanisms, which can result in unintended consequences (Vollan 2008; Camillo et 
al 2000; Bowles, 2008).  In the experimental results presented below we 
hypothesized that in an experimental innovation search environment the 
introduction of a patent institution may have the effect of crowding out the inherent 
value for sharing innovation information.  
 
3. Experimental Design  

To study how patenting effects 1) innovation information provisioning, 2) 
copying behavior and 3) the ability to find good solutions, a controlled behavioral 
experiment was conducted.  The decisions players had to make were analogous to 
the processes of searching for a string configuration with a high value. The player 
who selected the highest scoring combination during a round won a dollar for that 
round.   The players experienced a social dilemma in their decision of whether to 
disclose information about their search. We hypothesized that the introduction of 
the patent would have the following effects: 

1) Crowding out of an existing preference for sharing search findings 
(decrease in sharing), due to the internalization that only patented 
information should be shared as discussed above.  

2) Decrease in copying behavior because a patent will nullify the free-rider 
effect of signaling (Nard, 2010).  

3) Decreased rates of exploration in patent condition due to improved 
ability to gain profit from high scoring combinations and an incentive to 
search solutions that are highly similar to the patented option (Bessen 
and Maskin, 2006).  
 

3.1 Search Landscape:  
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The search landscape was rugged, so that the value of local incremental 
search would have less value compared with exploration and copying than in a 
smooth landscape.  This type of landscape was chosen to isolate the dynamics of 
copying and searching the unknown from the ability of participants to find patterns, 
which could make interpreting results more complex. The values of the rugged 
landscape were created by summing 6 subcomponent values.   Each innovation 
choice has 3 singleton values (a randomly generated number between 1 and 10 
associated with each shape) and 3 duopoly values (randomly generated value taken 
from a normal distribution with mean = 15 and standard deviation = 7) that make 
up the 6 subcomponents.  This results in 216 possible innovations, with a maximum 
score of 109.  A representative section of the landscape is shown in table 1.   

The players received information about their 
own score, whether they won, and a visual display of 
the shared choices.  Each player was able to decide each 
round whether to make their choice visible to the 
group.  The experiment was conducted using Netlogo’s 
Hubnet software, which allows creates participatory 
simulation environments.  The model code and ODD 
protocol are available at: 
https://www.openabm.org/model/5769/version/1/view. 

Players were assigned randomly to one of the 
groups (at least two groups participated in each 
session). Once everyone had read and demonstrated 
that they understood the instructions by answering two 
questions about the reading, attached in the appendix, 
the experiment was loaded onto the networked 
computers. Teams of four played and competed 
together (best performed wins a dollar), but each team 
member was unaware of who else was on their team.  
In each round of the game, participants selected three 
symbols (e.g., a wheel, a star, a plant etc.,) in an order of their choosing (see Fig. 2).  
Each combination of symbols had an unknown score, determined by the sum of the 
subcomponent scores, and the instructions explained that a participant could win a 
dollar by choosing the combination with the highest score. Ties split the dollar 
evenly.   

Half the participants were placed in Treatment 1 and half were placed in 
Treatment 2, as shown in Table 2.  Depending on which treatment the player was in 

they could also choose to allow or prevent (block) 
other players from choosing the same combinations 
during the first sixteen rounds or the second; blocking 
was analogous to patenting the innovation. A block 
prohibited everyone except the blocker from choosing 

that combination of objects for the next 5 rounds. A block cost the blocker a one-

Table 2 Experimental Design 

Table 1 Example of 
innovation combination 
scores 
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time fee of $0.10.  

 During the rounds with blocking, players could only select one combination 
to block at a time. The cumulative scores of the search space were flipped between 
which shapes they corresponded to so that, unbeknownst to the participants, the 
search space was the mirror image for the second 16 rounds.  In rounds with blocks 
anyone was able to block a desired combination, but because only the initial 
explorer of a successful combination knew they had a high scoring combination, it 
was unlikely that someone would block a combination before it was patented. An 
example of how the screen might look after two rounds of play, with full sharing 
chosen by the participants is shown in Figure 2.  A block is shown at the bottom of 
the screen in black.   

 
Figure 1 Game screen after 2 rounds of selection with blocking or patenting 

To choose a combination of symbols, the players selected a symbol for 
position 1 (p1), position 2 (p2) and position 3 (p3).  A round finished once everyone 
selected a combination, and all the choices then appeared on the screen (as shown 
in orange in Fig. 2). After each round, the previous selection moved down the screen 
so that the new selection was directly under the user ID of the player.  Any active 
blocks appeared in black at the bottom of the blocker’s column (as shown in Fig. 2).    

During the game, each player had information about what everyone else has 
chosen, but not what score the choices earned. They also knew how many points 
they had earned, what their own score was in the previous round, what the highest 
score was in the last round, and what the highest score in the game so far had been.  
They did not have information about which combinations earned the highest scores. 
Combination scores remained the same throughout each condition (blocks or no 
blocks). At the end of the game, each player learned how much money he or she won, 
but not the other players’ winnings. After the game was completed, players filled out 
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a survey (on paper – see Appendix) about the game and their experience. 

Data was recorded on all the combinations that each player chose, and how 
many points each won.  This data was analyzed statistically to understand how the 
patent condition (i.e., blocking allowed) influenced players’ choices, earnings and 
ability to find better solutions (i.e., highest-scoring combinations).  

4. Experimental Results:  

The goal of the 
experiment was to find out how 
patenting influenced: 1) copying, 
2) voluntary sharing of 
information about the 
“innovation,” and 3) players 
ability to find higher scoring 
“innovations.” These 
independent variables are 
analogous to choices innovators 
can make in the real world.  
Copying is analogous to profiting 
from an innovation that another 
person has shared. Sharing 
information is analogous to 
openly sharing know-how about 
an innovation. The ability to find 
higher scoring innovations is 
analogous to a search strategy in 
which more innovators find 
better solutions by exploring 
new ideas, which will result in 
better innovations.   

A Mann-Whitney test was 
performed on the average 
cumulative data in each for each 
period between both the patent 
(P) and no patent (NP) condition. 
Table 3 shows the order effect of 
the ordering (NP to P and P to 
NP) as well as the non-ordered 
effect (Total NP vs P). The results 
of the experiment exhibited both 
expected and unexpected results.   

Table 3 Mann-Whitney Test Results. Columns show the 
difference between the No Patent (NP) followed by 
Patent (P), P to NP and effect regardless of treatment 
order. 
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Differences between the P and NP treatments are significant for the amount 
of coping and the ability of searchers to find high scores. The patent rounds had 
significantly less copying than the condition without the patent. This is inline with 
the goals of the patent: to discourage copying and protect the rights of the original 
discoverer to profit from a discovery.   The amount of copying may explain the 
ability to find good solutions of individuals, as we see that the individuals in the NP 
treatments were consistently able to find higher scores.  However, the significantly 
higher scores in the NP treatment were not accompanied by a significant difference 
in the amount shared with other participants, which therefore may enable strategic 
copying. This not only led to a higher average score across all participants in the NP 
treatments, but also led to the ability to find higher total solutions on a group level, 
suggesting that copying led to more efficient local searches which therefore allowed 
for better search behavior.  This trend is shown in Figure 2 in which the dark line 
depicts the no patent condition both for the average of all participants as well as the 
average of the highest scores that each group was able to find.  

 

 Figure 2 not only demonstrates that the no patent treatment led to higher 
scores and better search abilities, it also shows that participants improved their 
guesses over the rounds which 
suggests that they were exhibiting 
strategic behavior, that may have 
benefited from copying. Given that 
the stakes of the game remain the 
same we suggest it is unlikely that 
this is due to a lack of motivation in 
the non-patent condition. Figure 3 
shows the main effect of the patent 

on copying behavior throughout 
the experiment.  Since there are no 
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overall significant effects of either sharing information or exploration behavior 
(number of changes), it is highly likely that the ability to find better solutions is due 
to the increased amount of copying in the non patent condition and its role in 
signaling better solutions and areas for search.  This is consistent with the findings 
of Wisdom and Goldstone (2010) who found that the copying signaled value, which 
improved the success of innovation searchers.  

One of the most interesting findings is the lack of difference in strategies 
concerning local versus global searches and how much they shared with other 
participants. In addition to the lack of significant differences in total number of 
changes, figures 4 and 5 shows that the average number of positions decreased 
steadily across treatment conditions. Participants trended towards searching more 
locally as they gained experience and that they showed less in the final rounds.  This 
is evidence that a threshold type of search strategy may have been used, which we 
discuss more when we examine how an agent-based model is used to understand 
the strategies employed. Although there was a significant difference in the total 
number of changes when the patent was removed, there was not a significant 
difference overall, when a patent became available.  Over both treatments the 
median amount of changes was approximately 1.3 changes per round and 
participants showed their choices with a median value of 79% of the time.  This is 
consistent with the theory that most people are conditional cooperators.  

4.1 Effect of Treatment Order 

The order in which the patent rule was either added or taken away had an 
impact on the effects found.  While the total amount shown by round fourteen was 
not significantly different in either direction, the removal of the patent led to 
significantly less information being shared during the final rounds than when they 
had started with the patent, significantly more copying, and more local exploration.  
This suggests that the removal of the patent resulted in more competitive behavior, 
as participants were more likely to copy and locally optimize their searchers.  The 
fact that the scores were lower in the patent round even though they searched more 
widely and shared the results of their searches more suggests that signaling by 
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copying was a more important factor for success than was sharing of information. 
This is consistent with the fact that participants did not know the scores of the other 
players, so the primary indicator of a good combination was repetition.  

 Interestingly, this dynamic was not seen when the treatments were reversed. 
The only significant difference was that the no patent treatment was able to find 
higher scoring solutions.  The lack of agreement between the treatment-order 
suggests that by removing the patent, more competitive behavior was interpreted to 
be acceptable.  In the case of the non-patent condition in the first round, the  

 

participants had not been primed with the concept of the patent, so there was no 
relative assessment about whether or not it was okay to copy.  The figure above 
shows how the averaged metrics for the ordered treatments changed over the 
rounds.  

5. Modeling strategies from the experiment 
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We developed an agent based model to test different possible strategies that 

the players could have used in this innovation  environment.  We define some 
simple heuristics and systematically compare the model with the experimental data 
to evaluate which heuristics are most likely to explain the data.   We define  two 
primary decisions that must be made each round: search strategy and a group-
orientation strategy. Agents have both search 
strategy (random or threshold) and a group-
orientation strategy (selfish, cooperative, or 
conditionally cooperative). The search strategy 
is concerned with how many shapes to change 
each round (amount of exploration) whereas 
the group-orientation strategy is concerned 
with: sharing their searches with others, 
copying other players, and if they should block 
(patent) their combination. The possible 
combinations of behavior are shown in table 4. 
 
5.1 Search Strategies  
 

Search strategy focuses on the individuals dilemma of whether to explore or 
exploit (Billinger et al., 2014; Bocanet and Ponsiglione, 2012; Chen and Katila, n.d.; 
Fang et al., 2009; Levinthal and March, 1982; March, 1991; Suzuki, 2014).  Two 
primary search strategies are tested: random sampling strategy (R) and a threshold 
strategy (T). All searchers will have either the random or threshold strategy such 
that: %Rsearchers+ %Tsearchers = 100  

 
 Search strategy 1 (R -Random): In a random search strategy agents randomly 

change 1,2, or 3 of their component choices, and do not change when they 
had the winning strategy in the previous round.  

 Search strategy 2 (T- Threshold):  Threshold behavior, meaning a 
preponderance to start with a global exploration strategy and then to move 
to exploitation once a  sufficiently “good” combination has been identified, 
has been demonstrated to be an important search strategy in situations with 
high uncertainty (Seale and Rapoport, 1997; Walden and Browne, 2009). The 
strategy relies on the logic that search is a costly feedback process, and that 
the benefits of widely surveying and testing options should be balanced with 
the desire to gain the benefits of sticking with a preferable option.  Thus, in 
conditions of uncertainty, people often make assumptions about the 
underlying distribution of options based on their experience and 
observations of a subset.   

  
Threshold model agents set an internal threshold after random initial sampling 

for a minimum of n rounds, with a probability of ending exploration pstop in the 
following round,  the threshold 𝛼 is defined as: 𝛼 = max({𝑆(𝑖): 𝑖 = 1,… . 𝑛}).   This 

Table 4 Modeled agent strategies 
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represents an internal definition of what is a “good” combination.   Once the internal 
threshold is set, the probability of exploring for each of the three shape positions 
decreases the higher the score is relative to the threshold, such that the independent 
probability of changing each component position is defined as:  

 
𝑝𝑐ℎ𝑎𝑛𝑔𝑒 = 1 − (𝑆𝑖)/𝛼 

 
Accumulating the knowledge to set an internal threshold is costly since the 

more a searcher continues to sample globally, the less they can gain the benefits of a 
good selection.  Searchers set an internal threshold randomly but less than or equal 
the maximum threshold parameter, n.  
 
5.2 Group-orientation Strategies 

 
The group-orientation strategy refers to an individuals choices about sharing, 

copying, and blocking combinations. Three group strategies are identified: selfish 
(S), conditional cooperator (CC), and cooperator (C). All searchers have the selfish, 
cooperator or  conditional cooperator strategy such that: %Ssearchers+ %CCsearchers+ 
%Csearchers = 100   
 

 Selfish (S) - The selfish agent assumes there is no benefit to sharing 
information and therefore does not share information, but will copy 
information if there is repetition indicating success. 

 Cooperator (C): A cooperator will share their information and only sticks 
with a choice when that choice was found by them.  They do not copy or 
block others.  

 Conditional cooperators (CC): This model is based off of the theory that 
people cooperate when they expect others to also cooperate (Fischbacher et 
al., 2001; Janssen et al., 2010; Rustagi et al., 2010). This has been shown to be 
a dominant strategy in many multi agent social dilemma experiments.  
Conditional cooperators share information and only copy, block or hide their 
information when others are displaying uncooperative behavior.  
 

Since agents can search either randomly or with the threshold model we assign 
search strategies based on a probability, pr for random searcher or with an internal 
threshold model with a probability pt = 1 – pr.   Agents keep their strategy 
throughout the 14 rounds of the experiment.  Similarly, agents are assigned a group 
orientation strategy based on a probability to act selfishly, cooperatively, 
conditionally cooperatively pcc = 1-( ps + pc ).  For more detail see the  ODD and model 
code.  
 

We first analyze these scenarios with homogenous groups of agents that all have 
the same strategies throughout the rounds and then combinations of agents with 
diverse strategies that are calibrated to the experimental data.   Homogenous 
scenarios look at the outcomes of the search interactions when all the agents utilize 
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the same strategy.  There are a few trends from the homogenous strategy 
simulations that are worth observing, as they help to understand the possible 
implications of an individual strategy.  Figure 7 shows the results of homogeneous 
runs that allow patenting which are 
the averaged values from 500 runs in 
which either pt  or pr  is 100% and the 
ps, pc, or pcc is 100%, such that the all 
the agents are either random(R) or 
threshold (T) searchers with a group 
orientation strategy of cooperative 
(C), selfish (S) or conditionally 
cooperative (CC).  The first 
observation is that without a diversity 
of strategies there is no benefit from 
being either completely C or SS.  
Comparing selfish (S) versus the 
cooperative (C) strategies using either 
the random or threshold strategy 
shows almost identical results when 
all the agents are the same. This is 
expected since in homogenous 
conditions no one takes advantage of 
the shared information, so it has 
equivalent outcomes as if nothing was 
shared.  

 There is no effect of the patent 
for the homogeneous C or S condition because they will not be copying or sharing 
information, respectively.   In conditions with homogeneous conditional cooperators 
the patent critical to enabling people to share their findings.  However, in the case of 
a homogeneous set of conditional 
cooperators, the interaction is 
abundant.  Random searchers quickly 
respond to copying by hiding their 
random guesses, where as threshold 
searchers continue to optimize around 
good solutions so that they have less 
copying, share more and have are able 
to find high scoring solutions.  While 
the patent does not affect the behavior 
or the random searcher because the 
hide their guesses as soon as someone 
copies, it does increase the amount of 
searching that a threshold searcher 
undertakes.  
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 The use of threshold and a conditional cooperator strategy produces 
significantly higher scores on average, there is a middle range of homogeneous 
strategies which achieve very similar scores: T-S, T-C and R-CC.   This is interesting  
because it suggests that random conditional cooperators may appear to be very 
similar to unconditional threshold strategies.  This is in line with research on the 
secretary problem which finds that setting a simple threshold for the number of 
sampling actions offers a cognitively simple heuristic that can achieve high results 
(Seale and Rapoport, 1997).   R-CC searchers are almost identical to threshold 
behavior in terms of the average score chosen by searchers, although this is the 
result of a higher level of exploration (less efficient) than the threshold cases.  
Combining the threshold search strategy with conditional cooperation group 
strategy, while potentially cognitively demanding, increases the searchers 
effectiveness at finding high scoring solutions.  
 

To better understand both the optimal and observed strategies searchers in 
non-homogenous conditions, a search was conducted using Netlogo’s 
behaviorsearch application to find the variable values that minimize the difference 
between the simulated and observed data.   This search function tests a range of 
parameter values by using a genetic algorithm to improve on average run 
parameters that maximize an output fitness score. Comparison between the model 
runs in which searchers implement the defined strategies and reference data allows 
for calibration to the distribution of the type of strategies being employed by the 
group.   The fit between the model and the data is a normalized square-root 
deviation between simulated and observed data, averaged accross the all 
treatments, NP, and P separately, for the selected metrics.  To compare with what 
we define as an optimal strategy we compare only a single metric, the maximum 
score found by the group.   This follows from the idea that we do not predefine what 
is the best way to explore, but rather suggest that the ability of the group to find 
high scores represents success.  Additional metrics could be included to look at 
equality of payments between the players, or the amount of information shared, but 
to avoid controversy we stick with the maximum score as an indicator of success.  
Alternatively when comparing with the experimental data, the fitness variable is 
defined by comparing the average model run results with the average experimental 
results. The output measurements that we use for comparison  used for calibration 
with the experimental results are:  
 

1) The average maximum score found by the group per round 
2) The average % shared by each  searcher per round 
3) The average # changes for each searcher per round 
4) The average % copied by (group?/searcher?) per round 

 
The fit score is calculated with the equation below (shown with the four 

metrics used for comparison to experimental conditions) in which sij is the average 
from the data, dij is the average from the similations, nij is the number of 
observations and dj, max is the maximum possible value, which normalizes the 
different metrics.  Therefore, a fitness score of 1 means that the averaged values of 
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the simulation perfectly matched the averaged experimental observations.  Because 
the fitness values are multiplied by each other to create a single fitness score for the 
genetic algorithm to optimize in comparison with, the addition of multiple metrics 
highly reduces the likelihood of  having a high fit.  
 

𝑓 =∏(1 −
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√
∑ (𝑠𝑖𝑗 − 𝑑𝑖𝑗)2
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𝑛𝑖𝑗
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⁄
) 

 
5.3 Calibration for Optimal Search Strategy: 
 

Before we compare with the experimental data, we use the fitness score to 
comment on the question: What strategies lead to the most successful searches? The 
metric used to evaluate the performance of a succesful search is the ability of each 
searcher to find the highest possible combination value (110).  Table 4 below shows 
the top five best fitting calibrations in which the probability of being a 
random/threshold searcher and the probability of being selfish, cooperative, or 
conditionally cooperative.  
 

  
 The calibration for optimal search strategies shows that by using either a 
random-conditional cooperative strategy or a threshold-conditional cooperative 
strategy, that the average standard deviation from the optimal solution is less than 
1% of total score.  The fact that both of these search strategies perform similarly is 
well supported by the homogenous agent runs described above.    
 
5.4 Calibration with Experimental Results: 
 

Table 3 Calibration with optimal search 



17 
 

Calibrating the strategies with the 4 fitness metrics against the experimental 
data, instead of the ideal scenario, imposes three additional degrees of constraint.  
Tables 5 and 6 below shows the parameter calibrations and best fit for the runs that 
did not have patents and did have patents respectfully.  To diminish ordering effects 
but to have sufficient data points the data are averaged between both NP conditions, 
but NP first and then NP second. The fit for both conditions was about 40%, which is 

likely due to the use of multiple metrics being included in the fitness metric.  
  
Both conditions show that a random strategy  was the dominant search 

strategy, and when a threshold was used, it was set very early.   This is consistent 
with the experiments when people optimize under uncertainty that people tend to 
set their thresholds earlier than optimal, and has been suggested that it is due to the 
costly nature of search.  Additionally, in comparison with optimal search strategy, 
people are much more cooperative.   The patent does seem increase even more the 
extent to which people are cooperative at the expense of conditionally cooperative 
behavior.  

 This fits with the intended purpose of the patent institutions; to get people 
to share their knowledge while also innovating. However, this may be counter-
productive to actual having a better innovation system, which may benefit more 
from the ability to signal and copy than it does from the provision of information 
without signals. 
 

Table 4 Calibration with No Patent experimental results 

Table 5 Calibration with Patent experimental results 
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6. Discussion 
 

The results demonstrate mixed findings with regard to the initial hypotheses.  
The first hypothesis, that the patent would decrease sharing of choices that were not 
patented was found to the contrary.  The patent seems to not only have provided for 
the sharing of information through the patent, but to have increased confidence in 
sharing information in general such that participants shared more freely with less 
fear that people would copy that information.   This assumption appears well 
founded, and brings us directly to the second hypotheses, that the patent would 
decrease copying.   This hypothesis is supported by the experimental results, but 
also points to a larger looming question: should a rule to encourage innovation have 
as its’ aim incentivizing copying or the sharing of information?  This is supported by 
observations about user innovations and co-production, in which socially embedded 
knowledge of user values and needs has been demonstrated to be a critical driver of 
innovation, as opposed to supply side information provisioning and rights (Potts et 
al., 2008; von Hippel, 2004). 

If the patent does not signal value as efficiently as copying then the question 
of the value of shared information, which cannot be copied, is a worth asking.  This 
is highlighted by the fact that better scoring solutions were found on both a group 
and individual level in the non-patent conditions.  The calibration of the agent-based 
model to study the different underlying strategies suggests that this may be 
explained by a decrease in conditional cooperation under the patent condition, 
which was replaced with more sharing but less signaling.   

While this study highlights the important tension between sharing and 
signaling, the generalizability and external validity of this observation is contingent 
upon many important factors. These include 1) the artificial nature of the 
experiment 2) questions about how the underlying landscape may have affected the 
relative value of copying versus local experimentation 3) the small group size and 4) 
the mandatory submittal of an innovation combination each round. 

The final hypothesis, that the patent would decrease exploration as people 
attempt to exploit their solutions, while signaling to others a combination of high 
value around which local search may be beneficial, did show any discernable 
difference between the treatment conditions.   Instead the data suggest that people 
act as random conditional cooperators or create internal thresholds for determining 
what is a good solution, and that these strategies may appear quite similar and may 
be difficult to distinguish between, but that the use of both of them may help 
searchers to find better scoring solutions.  One theory that arises in the literature is 
that a threshold can be helpful when the alternatives are cognitively difficult or 
ambiguous, such that one might expect that the use of an internal threshold will 
increase when the number of participants, or combinatorial options increases, and 
that conditional cooperation will dominate when the number of competitors is low.  
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Future extensions of this research could explore different landscapes, using a 
more realistic proxy for an innovation, increasing the group size, and changing the 
reward structure from testing a combination each round, to one in which 
participants make a decision about when to get score feedback.  This last area is 
especially important since the rationale for the patent is to incentivize to people to 
take on innovative behavior. 
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